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Abstract

This paper describes the overall architectural design for an alternative infrastructure for social media,
communication, and data management. The architecture is built around the principles of democratiza-
tion, users’ rights, decentralization, and cooperative distributed systems. Additionally, the architecture
is designed to function in the presence of conditions that would render many existing platforms non-
functional such as intermittent connectivity, low or unreliable bandwidth, high latency, and the need
to access networks from specific locations, making it more usable in situations such as in developing
economies, supporting activism in repressive regimes, and even future-facing situations such as space
exploration. The architecture is designed to give users complete control over their own data, and incor-
porates design elements aimed at enabling personalized moderation. The core of the architecture consists
of two distributed consensus protocols providing a decentralized publishing ability, with security being
guaranteed at the presentation layer itself.

1 Introduction

The early 21st century has seen dramatic growth in IP-based digital communication, social networking,
and data management infrastructure. Social networking services in particular have grown dramatically,
with services such as Facebook and Twitter serving the general population, and smaller community-specific
sites for subcultural communities. Additionally, the cloud storage paradigm has become a popular way
of managing data- ranging from large media files to passwords and settings. Finally, communication has
shifted towards integrated messaging services such as Google chat, Facebook messenger, or various app-
specific services and away from more general protocol-base services such as XMPP, AIM (formerly ICQ),
and email (though to a lesser extent here).

The architecture for these developments tends to focus around large centralized organizations who act
as providers. For example, Facebook and Google host all user data and therefore have free access to it.
Likewise, many cloud storage services, such as DropBox, Google applications, and Apple’s iCloud operate
on a similar principle. These services are almost always tied to the users’ legal identities, whether by virtue
of being tied to payment information, or because of a stated “real name” policy as seen with Facebook.

This architecture is the most technically simple to implement and the most commercially-viable in current
markets. However, it has significant disadvantages. First and foremost, the business model for these services
is heavily biased against its users’ rights. “Free” social media, communication, and data management services
achieve commercial viability through pervasive and deep surveillance and data-mining of users: gathering
as much data as possible and performing analysis in order to develop detailed profiles and psychologically
manipulate them to various ends. A particularly common use aims to use this profile data to induce irrational
and often counterfactual decision-making for various purposes such as marketing, political propaganda, and
others.

Second and more generally, this architecture is inherently authoritarian in its structure. Users of such
systems have very few stated rights and even fewer assurances of those rights. The pervasive surveillance
and manipulation of users is one symptom of this; however, it is not the only one. More generally, such
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platforms have been observed to take actions which discourage activism and encourage conformity. For
example, Facebook and others’ real name policies, as well as their data mining and suggestions have had the
effect of “outing” LGBTQ individuals and others who wished to keep aspects of their identities or activities
secret. Additionally, these same mechanisms have been used by stalkers and abusers to track down targets,
as well as by harrassers and bigots to target individuals for harrassment.

Finally, the general architecture for these centralized services has grown up around an assumption of
generally high availability and bandwidth. This has led to a number of implementation decisions that
depend on these assumptions. Some of these decisions, such as the increasing interactivity of services are
desirable in their own right. However, the modern internet is ill-suited for situations where bandwidth and
connectivity may be sporadic. This is often the case in regions which lack pervasive connectivity due to
poverty, remoteness, or natural disasters. It is also a reality that many dissidents and activists have to face,
as they may be subject to interference, may have to rely on anonymization services that have constrained
bandwidth, or may have to limit their connecctivity to short bursts. These realities may be visited upon more
mainstream users as well: with the rollback of net neutrality regulations in the US and other jurisdictions,
we can expect such maladies as filtering, blocking, and highly-constrained bandwidth to be visited upon
even mainstream users in the coming future.1

As a postscript, this centralized architecture also tends to result in a user interface whose look and feel is
determined by the publisher as opposed to the user. A more decentralized architecture may have opted for
a different trend, where the user determines the look and feel, and the publisher provides only the content.
This approach, while challenging is its own ways, has a number of advantages, particularly with regard to
both accessibility and limited devices.

1.1 A Primer on Cryptography

Cryptography features prominently in our designs; as such, it is prudent to provide a brief primer on the
basics. We refer readers to classic texts[14] for a comprehensive treatment.

Symmetric-key ciphers transform some message (called the plaintext) into an encrypted form (called the
ciphertext) in the encryption direction, and transform the ciphertext back into the original plaintext in the
decryption direction. Both directions require a secret key as input, and decrypting a message without a key
is computationally infeasible. Additionally, both directions require an initialization vector (IV), and re-use
of the same initialization vector is assumed to compromise the security of the cipher, whereas re-use of the
same key with a different IV does not.

Cryptographic hashes generate a fixed-length hash code from an arbitrary-length message, such that
it is extremely difficult to craft a message that will produce a given code (known as a preimage attack),
and it is likewise difficult to produce two messages with the same hash code (known as a collision attack).
Additionally, cryptographic hashes are generally required to be unbiased, meaning that the probability of
getting any two hash codes for a given input are equivalent within a very small tolerance.

Message authentication codes (MACs) are similar to hash codes in that generate a fixed-length code for
an arbitrary-length message and are resistant to preimage and collision attacks. However, MACs also require
a secret key as input, and some use an IV as well. Some MACs, such as the Poly1305 MAC lose their security
properties if the same key is used for multiple messages.

Public-key ciphers have a private and public key, and deriving a private key from a public key is com-
putationally infeasible. Public-key systems generally support at least one of two protocols. Key agreement
protocols exchange public keys, and thereafter derive a shared secret value. Public-key signing allows the
holder of a private key to generate a signature, which can then be verified by anyone possessing the corre-
sponding public key.

1As a brief aside, these sorts of issues also manifest in future-facing scenarios such as space exploration or even some satellite
communications, where the speed of light or background noise become significant factors.
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2 Overview

Our goal in this paper is to describe an alternative infrastructure for building social applications, which opts
for a decentralized architecture and maximal user control. An overarching theme of this design is the use
of computing and algorithms to facilitate cooperation amongst diverse individuals. A second theme is that
users should have the tools and abilities to determine the nature of their own experience.

The architecture described here is not a complete application or a platform; rather, it is intended to
describe a set of tools meant to enable the construction of social applications and communities.

2.1 Innate vs. Authoritarian Security

At their fundamental level, security properties represent restrictions on the capabilities of various actors.
For example, operating system file permissions restrict the ability to access or modify the contents of a file
to a specific user or group of users. Transport-layer security (TLS) protocols restrict the ability of anyone
on a network to read communications, save the two participants.

For our purposes here, we classify security mechanisms into the categories innate and authoritarian, based
on how they achieve their security properties. Authoritarian security mechanisms rely on some trusted system
component or authority to enforce security controls. For example, in an operating system, the kernel (core
control program) is responsible for enforcing the rules governing access to files. An important feature of
authoritarian security mechanisms is that the trusted authority is able to bypass the rules it enforces; thus,
it is able to violate its own security policy.

By contrast, innate security mechanisms can be implemented without relying on a trusted authority. For
example, transport-layer security prococols rely on strong encryption to guarantee data security, which in
turn relies on mathematical principles. Innate security mechanisms are generally harder to design and im-
plement, and some such mechanisms come with fundamental limitations to their effectiveness. For example,
Byzantine fault tolerance (discussed in §4.2) has a fundamental limit to the percentage of bad actors it can
tolerate. The key advantage of innate security mechanisms is that they do not require a trusted authority,
and as such, they allow for a more complete threat model.

Network communications tend to rely on innate security mechanisms, such as TLS or other forms of
encryption due to the prevalence of attackers and the impossibility of creating physically-secure networks.
Data-storage services’ security mechanisms tend to be authoritarian, with the service itself having the ability
to access stored data at will. However, there is a market for end-to-end encrypted cloud storage services,
where the service cannot access clients’ data. Social media systems’ security controls tend to be entirely
authoritarian- a state of affairs we seek to change with the architecture we describe herein.

For our purposes here, we seek to design an architecture which relies entirely on innate, rather than
authoritarian mechanisms. Because such mechanisms have fundamental limits, we seek to document those
limits and analyze their failure modes as thoroughly as possible.

2.2 Design Synopsis

The following is a synopsis of our architecture, and a guide to the remainder of the paper.

• Identity and access management is achieved through the use of public-key cryptography. Identities
(known as principals) are associated with public-key pairs, and are associated with a reputation frame-
work based on a web of trust, verifiable attestations, and the fact that a principal’s actions are generally
signed with one of their keys. Compromised keys can be revoked, and multiple mechanisms are pro-
vided for recovery and forensic analysis of the circumstances surrounding compromised keys. This is
described in §3.

• The core data publishing system is based on distributed consensus protocols: in particular, the Castro-
Liskov Byzantine-tolerant consensus protocol. This allows agents to maintain a consistent state without
a central server. This is discussed in §4.
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• The basic data model resembles a Git repository, with a global collision-free object store managed
through a simple propagation algorithm, and a reference store providing each principal with its own
transaction domain, which is managed through the Castro-Liskov protocol. Security properties are en-
forced at the presentation layer by requiring public-key signatures from select keys on certain elements
of a principal’s state, and by encrypting data which should be accessible only to certain agents. This
is discussed in §5.

• Several cryptographic building blocks provide the foundation for building applications. These building
blocks, as well as simple example applications are described in §6.

3 Identity Management and Attestation

Identity plays a critical role in decentralized systems, particularly those that seek to provide privacy and
anonymity rights to users. The design of such a system must balance these rights with the security problems
that arise from abusive actors, both at the protocol as well as the user experience level.

3.1 Identity and Authentication Basics

Our basic model for identity management follows the literature on the subject of identity and authentication,
in particular the Kerberos protocol[11]. As is common, we distinguish between subjects, who are the actual
actors, and principals, which are the identities that are recognized by computing systems.

Authentication is the method by which a subject proves their right to act as a given principal. In simple
authentication mechanisms, this involves presenting some sort of secret (often a password). More elaborate
protocols present the subject with a challenge that must be met with an appropriate response in order
to authenticate. The Kerberos protocol is one example of such a challenge-response mechanism which is
based on symmetric-key cryptographic methods. Public-key signatures particularly are ideally suited for
implementing such a protocol.

The separation of subjects from principals may seem overly complicated; however, it is necessary to fully
describe the security model. A key feature of this model is that we generally cannot recognize subjects; we
can only recognize the principals against which they are able to authenticate. This captures the ability of
an actor to possess multiple identities, as well as the ability to hide one or more of these identities. It also
captures the potential that multiple subjects may possess the ability to authenticate as a given principal,
which can be the case for “group” principals or roles such as an administrator. Finally, it forces us to consider
the case of identity theft, as a malicious subject may be able to gain the ability to authenticate as a given
principal by stealing the authentication materials.

3.2 Principals and Authentication

Principals in our architecture are represented by public keys, with authentication being based on public-key
signatures. This may seem like a fairly straightforward design; however, we must consider failure modes that
lead to a far more elaborate design than most public-key systems.

First, it is advisable to periodically change keys in order to minimize the risk of compromised keys.
Therefore, a principal is represented by a series of key-pairs rather than a single key-pair.

More importantly, we adopt methods to cope with the fact that subjects cannot generally be identified
or tied to a given principal. Finally, we must address the fact that credentials necessary to authenticate as
a principal may be stolen, and there must be some means of either revoking them or verifiably transferring
associations to a new principal. Our design includes multiple mechanisms for coping with these problems.

3.2.1 Attestation and Trust

Public-key cryptographic systems must address the problem of key distribution- that is, how users obtain
keys for other users. The fundamental problem here lies in avoiding middleman attacks, where an attacker
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intercepts an attempt to send a key and injecting their own. The public-key infrastructure (PKI) is one
solution to this problem, which provides a set of well-known root keys corresponding to certifyping authorities,
which are used to certify keys. However, this is an inherently authoritarian design, and relies on absolute
trust of a certifying authority.

The PGP email encryption and signing system offers an alternative to PKI based on the notion of a web
of trust. PGP users are able to sign each others’ keys, assigning trust and verification levels to each other.
The intention of this for people who meet in person to attest to each others’ keys at a high level of trust,
and for less certain forms of identity verification to correspond to lower levels of trust. These attestations
result in a graph-like structure (the web of trust), which can then be used to transitively establish trust even
between two people who have never met. An additional affect of this design was the use of public keys as
a representation of identity. This is further extended through the use of verifiable associations, as we will
discuss in §3.2.4.

3.2.2 Key and Signature Revocation

A workable identity/access management system must account for the fact that account credentials are
sometimes compromised. In a public-key system, this can happen for a number of reasons: keys can be
stolen, they can be lost, or the underlying cryptography can be broken, to name a few such reasons. Public-
key systems typically include a mechanism for revoking keys that have been compromised. The fundamental
requirement of these revocation systems is that the person propagating the revocation must be able to prove
that they were at some point able to sign a particular message (namely the revocation message). This can
be done by generating specially-formatted signed message at key creation and storing it separately from
the keys. Alternatively public keys can include a revocation certificate, which is used to verify revocation
messages The second approach has the benefit of being able to generate and verify timestamped revocation
messages.

In the event that keys are compromised, the original owner propagates the revocation message through
the same key-distribution mechanisms as ordinary keys and attestations. This causes any agent which
receives the revocation message to mark the associated key-pair as revoked. We can take this a step further
by allowing signatures to revoked, thereby allowing principals to cancel attestations for other principals.

In our architecture, we create an origin key-pair, which is used to generate new-key and revocation
messages. The origin keys are ideally used very infrequently, and thus the private keys can be kept in a
secure (and ideally, offline) location. Revocations take the form of an initial revocation and a final revocation.
Initial revocations consist of a signed and unsigned portion, where the signed portion consists of the key to
be revoked, and the unsigned portion consists of metadata. A final revocation is simply an initial revocation
along with a second signature for the entire message.2

3.2.3 Forensic Information and Bitemporality

Complex situations involving attestations and revocations can require considerable forensic effort to untangle.
As our architecture uses signed attestations as a kind of reputation system, we must provide the best tools
we can for conducting this kind of forensic investigation.

Fortunately, in a PGP-style key distribution framework, it is fairly straightforward to obtain complete
historical data regarding attestation and revocation events for various principals and extraordinarily difficult
to falsify or conceal it. This is particularly true in the distributed state management we advocate in §4.

In realistic scenarios where we might want to perform forensic analysis of key events, not all agents are
necessarily trustworthy, there is some propagation delay regarding information, and not all information is
necessarily authoritative. In these kinds of imperfect-knowledge scenarios, it becomes important to be able
to reason about agents’ knowledge states at a particular point in time. In order to facilitate this, we use
bitemporal timestamps on all key events. These timestamps indicate two points in time: when the event
happened (which we call the point of origin), and when a given agent learned about the event (which we call

2This use-case is ideal for one-shot hash-based signature schemes. Initial revocations in particular can be implemented by
including a salted hash along with key distribution, with the revocation message consisting simply of the salt value.
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the point of awareness). For the agent which carries out an action, the points of origin and awareness are
the same; for anyone else, the point of awareness is strictly later than the point of origin. It is not possible
for a point of awareness to occur before a point of origin for key-distribution events.3

Bitemporality is particularly useful in cases where agents act on incomplete information. For example,
we might have a case where an agent has not yet learned of another agents’ key being revoked. That
agent may take actions that are entirely rational based on its current knowledge state; however, these same
actions would be disingenuous if it knew about the key revocation. When that same agent learns of the key
revocation, it needs to know the point of origin for the key revocation so that it can issue cancellations for
any of its actions that assumed the key was trustworthy. Thus, we can see that both the point of origin and
the point of awareness are critical for analyzing the behavior of an agent after the fact.

3.2.4 Verifiable Associations

The web service keybase.io is an interesting system for managing identities. Keybase adopts the notion of
public keys as identity, providing a service by which users can disseminate PGP keys to eachother. Unlike
the original PGP service, this does not rely on in-person meetings to establish a web of trust. Rather,
it establishes identity by having users post specially-formatted, cryptographically-verifiable declarations to
well-known public services, effectively proving that the person who controls the key also controls those
accounts.

For example, a person can post a verification message for a given keybase account to a Twitter account,
a Facebook account, a Github account, and a website. This has the effect of proving that the same person
who knows the keybase account password also has access to (and presumably controls) the other accounts.
This has two key effects: first, it provides a way to verify a PGP key’s authenticity, and link the key to other
services.

More subtly, it provides a way to create identities which can be verified without in-person meetings.
While this is unimportant for most users, it is critical for the people behind identities which must remain
anonymous. Examples of such identities include hackers, some journalists, whistleblowers, activists, and
dissidents, among others.

This system of cryptographically verifiable associations also serves additional purposes in a decentralized
system such as the one we describe here. From a community management point of view, verifiable associations
serrve to make a principal more “real”: a principal that is verifiably linked to other accounts is generally
less likely to be a spam or sock-puppet account, especially if the other accounts have existed for some time.

Second, verifiable associations provide a last-ditch means of dealing with one’s keys being compromised.
In the original PGP system, a revocation certificate is generated at key creation, providing a way to verifiably
cancel a key if it is stolen. The revocation certificate can also be stolen, however, and even if it are not, the
owner of the still must re-establish the web of trust for a new key. Experienced PGP users ofter compensate
for this by maintaining multiple sets of keys as a backup in case one is stolen. Verifiable associations provide
a similar mechanism. If a keypair is stolen, then the true owner simply deletes the association messages for
the old key and reassociates their accounts to a new keypair, providing evidence that the keys have been
compromised and replaced.4

3.3 Summary

To summarize, identity and access management are handled as follows:

• Principals are associated with public-key cryptographic materials sufficient to perform signing and
key-agreement protocols.5

3There are cases where this would make sense, however. For example, bitemporal timestamps are used frequently in financial
technology, where a forecast might represent an event with a point of awareness prior to the point of origin.

4This method is not flawless, but then, no design can protect absolutely against theft of keys and its consequences. The goal
is to provide the legitimate owners of the keys with the most options.

5Exactly what this entails depends on the system: RSA requires different keys for signing and key agreement; ECC can
sometimes use the same key; post-quantum methods often use entirely different cryptosystems for signing and key agreement
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• Principals also contain the means by which to verify a revocation message, stating the time at which
a key was revoked.

• Principals may sign eachother’s keys, assigning degrees of trust (possibly in multiple dimensions, as
with PGP). These degrees of trust are represented most generally as probabilities ([0, 1] ⊂ R).6 A
principal may also revoke or update a previously granted signature

• Each agent maintains a record of key signing events as well as revocations are maintained in a bitem-
poral store, with time coordinates representing the time at which the event occurred, and the time at
which the agent learned about it.

• There will exist protocols for posting cryptographically-verifiable declarations to various publicly-
accessible services. This serves the same purpose as the identical capability of keybase.io.

• The signing and key-agreement capabilities of principals are further used to establish the security
properties of the system.

• Several foundational cryptographic constructions provide the means for implementing security at the
presentation level. These, as well as several sample applications are discussed in §6.

4 Distributed State Management

The foundation of a distributed infrastructure of the kind we seek to build is a distributed state management
system. Our end goal is to provide a decentralized system by which principals (as defined in §3) can publish
information and interact with one another. This section describes the underlying methods for achieving this.
An important aspect of our architecture is that the distributed state management techniques in this section
are not responsible for enforcing security properties; they are responsible only for availability.

4.1 Theory of Distributed Systems

Distributed state management is a difficult problem, both from a practical and theoretical standpoint.
Fortunately, the theory behind it is rather well understood at this point, which makes for a good starting
point.

4.1.1 Distributed Consensus

The characteristic problem for a distributed state management system is the distributed consensus problem.
In a consensus problem, we have some number of agents, each of whom propose some value. The consensus
protocol describes how the agents then go about exchanging messages until all agents agree upon one of the
values that was proposed. Consensus as a fundamental primitive is quite powerful; it can be shown that
given consensus, one may implement any arbitrary shared data structure[7] (this is known as a “universal
construction” or a “Herlihy construction”).

In realistic models, the messages that are exchanged may be lost, and there are no guarantees as to the
transit time if they do arrive. Moreover, agents may work at different paces, and may have arbitrarily long
intervals in which they do nothing. This, as it turns out, is a limitation arising all the way from physics, as
modern physics has no notion of absolute universal time[8]. It can be proven that, given these assumptions,
it is impossible to design a consensus protocol that is guaranteed to complete in a finite amount of time[6].

6For user-interface purposes, this may be represented as a set of grades of trust.
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4.1.2 Byzantine Generals Problem

The distributed consensus problem generally only considers that agents may delay for arbitrary lengths
of time. A related problem, known as the “Byzantine generals problem”[10] considers agents that may
be adversarial, but which cannot spoof eachother.7 Such agents are referred to as “Byzantine”, and are
assumed to be attempting to sabotage the consensus protocol by causing agents to disagree on the value
that was decided. There may be any number of Byzantine agents, and they may be in collusion. This model
is excellent for a wide variety of problems, including buggy or out-of-date agents, message corruption, and
genuinely bad actors.

One can derive a proof that no Byzantine consensus protocol can tolerate a third or more of its agents
being Byzantine- that is, for n Byzantine agents, there must be at least 2n + 1 honest agents.

4.2 Practical Byzantine Fault-Tolerant Consensus

The Castro-Liskov protocol[3, 4] is a classic example of a Byzantine-fault tolerant consensus algorithm. It
tolerates the upper-bound of n Byzantine agents for 2n + 1 honest ones. It serves as a foundation for what
we propose to use for state management. We do, however, propose some modifications to the core algorithm
to improve its viability. Specifically, we propose allowing the protocol to attempt to “merge” potentially-
conflicting operations into a single combined operation. This technique is a common method for reducing
contention and improving the performance of distributed protocols. Furthermore, there is a rich body of
work, known as optimistic replication[13, 5], which studies methods for representing and merging operations.

In the Castro-Liskov protocol (as well as in literature for other distributed consensus protocols), agents
fall at least one of three roles (a single agent may fulfill more than one role, and often does). Clients propose
operations to be executed. Committers actually execute the consensus protocol to decide on the order in
which operations occur (which may cause some pending operations to be aborted). Observers receive updates
from the consensus protocol, and use them to update a local mirror of the state. Typically, clients are also
observers, as they need knowledge of the state in order to decide what operations to execute. Committers
are also typically trivially observers, as they need to be able to decide if a pending operation is to be aborted.
Clients may also be committers as well.

The full details of the Castro-Liskov protocol are extensive, and it is of little value to repeat already
published work here. We refer readers to the original paper.

4.3 Simpler Protocols

Distributed consensus is necessary for managing a notion of state with arbitrary random-access semantics.
Moreover, Byzantine-tolerant consensus is a powerful capability, but it may be overkill in some settings.
Distributed systems often examine weaker models, which lend themselves to simpler and better-performing
implementations.

One such case, which is relevant for the object store described in §5.1.1, is that of write-once storage,
particularly when all writes to a given element of the store are guaranteed to be the same. This model is
not so much a mutable data structure as it is a discoverable one. Thus, the problem is not one of state
management, but one of knowledge propagation, which is a much simpler problem.

Similarly, there are weaker consensus protocols[9, 12] than Byzantine-tolerant consensus which require
fewer network messages and perform better, provided that all agents are honest. It may be desirable to use
these protocols for some state. This capability can be implemented on top of the Castro-Liskov protocol by
having a special operation which represents the choice to execute a weaker protocol for a given time interval,
possibly restricting the set of operations that may be proposed. At the end of the time interval, the full
Castro-Liskov protocol resumes, which may again choose to go back to the weaker protocol for a time.

7The non-spoofing guarantee can indeed be upheld by the use of public-key signatures.

8



4.4 The Sub-Optimality of Blockchain

At the time of writing, blockchains are arguably at or near the peak of a fad, and have been integrated
into a number of applications, even when doing so is nonsensical or counterfactual. The use of distributed
consensus protocols in this architecture bears a certain resemblance to blockchains, and especially in the
climate at the time of writing, one may be tempted to suggest the use of a blockchain.

However, this would be an unnecessary and technically inferior design choice. Blockchains, or public
ledgers implement a global public record of events which can be audited by anyone, and are designed to
provide various degrees of anonymity for the counterparties of transactions recorded in the ledger. These
use cases are unnecessary or suboptimal for our purposes here. First, our entire architecture is based
around the notion of public-key signatures to establish verifiable identity for a principals’ actions, which
are then used to develop a reputation for that principal; thus, the anonymity properties of a blockchain
are unnecessary and counterproductive.8 The choice to maintain a global public ledger would likewise
be a bad design choice, as it would force the system to use a single global transaction domain, which
would become a performance bottleneck. Our architecture based on consensus protocols allows for each
transaction domain to be maintained by its own pool of committers, and allows separate transaction domains
to operate independently of one another. Finally, it is simple to collect an auditable public ledger for any
consensus pool simply by subscribing as an observer. Doing so provides the potential for recovery even
if the consensus protocol is sabotaged by Byzantine agents; moreover, as we will see in §5.3, the security
properties of applications built on this architecture remain intact even in such a case; only their availability
is compromized.

4.5 Summary

Our approach to distributed state management can be summarized as follows:

• Distributed state requiring general read/write transactions is managed by the Castro-Liskov Byzantine-
tolerant consensus protocol.

• Participants in this protocol consist of clients who submit requests, observers who observe transactions,
and committers who participate in the consensus protocol.

• Consensus pools may elect to use a simpler protocol (for example, Paxos[9] or Raft[12]) for a fixed
interval in order to execute transactions more efficiently if the committers are trusted completely.

• Simpler data models such as collision-free write-once models are managed through simpler (and there-
fore, more efficient) protocols.

5 Presentation Layer

The presentation layer refers to the model of data presented by a network-based protocol and the operations
by which an application may interact with the data model. The presentation layer is quite important in our
architecture, as it is responsible for providing most of our security guarantees.

5.1 Global Data Model

The top-level data model primarily exists to allow clients to locate data object published by various principals,
and to allow a limited form of sharing between different domains. The model is patterned after the structure
of Git repositories, as this structure proves quite useful for decentralized state management and optimistic
replication, and has been used by other decentralized storage models such as the IPFS project[1].

8Proof-of-work blockchains would be an especially bad design choice in light of this fact.
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5.1.1 Object Store

The first global store is the object store, which is indexed by multihash tags and stores arbitrary-sized objects.
A multihash tag is completely determined by the object it references, consisting of the cryptographic hashes of
the stored object under various hash functions. An object can be indexed by any subset of the cryptographic
hashes in its multihash tag, provided that the combination uniquely identifies the object. As cryptograhic
hashes have an extremely low probability of collisions, it is almost always the case that a single hash value
is sufficient to uniquely identify an object.

The multihash tag scheme is designed to be resilient against the failure of any one hash function. Hash
functions are in no way compromised by revealing the results of multiple functions (in fact, this, leads to
greater security). Thus, we can freely add new hash functions to the index. In the event that a collision is
produced for one of the hash functions used in the multihash tag index, its is not compromised as long as at
least one hash function remains intact.

The object store is a write-once indexed store, and it is generally safe to assume that index collisions
do not happen, as this would require the discovery of collisions in all commonly-used cryptographic hashes
simultaneously.9 As such, it is not necessary to execute a distributed consensus protocol in order to maintain
the store. All we need to do is propagate index-object across the network to all mirrors. This propagation
can be accomplished through a variety of means, the most sophisticated of which are so-called “epidemic
protocols”, which comprise an entire area of research. As practical methods of content dissemination are
both a research domain as well as an industry sector, we consider further discussion to be beyond the scope
of this paper.

Finally, we allow indexes and objects to be propagated separately. Obviously, a mirror which receives an
object can immediately calculate its index; however, it is possible for an index to be published without the
corresponding object. This effectively implements precommits: a cryptographic primitive wherein an agent
reveals the hash for a secret message which they intend to reveal at a later date. This allows the agent to
verifiably demonstrate that they knew the secret message at the time that the precommit was published,
despite the fact that the message itself was not revealed until later.

5.1.2 Reference Store

The second global store is the reference store, which is indexed by principals (or rather, by their primary
public signing keys) and stores a combination of a schema and a multihash tag referencing an object.10

The role of schemas is further discussed in §5.2, and includes update restrictions and conflict resolution.
The referenced object typically takes the form of a directory-like structure (or perhaps a database), and
implements the ability for principals to publish arbitrary data. The combination of the schema and object
reference for a given principal is referred to as the principal’s state.

Updates to the schema for a principal’s state must be signed by one of the principal’s signing keys.
Beyond that, the rules governing updates are determined entirely by the schema. This may allow updates
by entities other than the principal that owns the data, depending on the intended application of the state.

The reference store is effectively an updatable associative array indexed by principals, and therefore
requires a full distributed consensus protocol to maintain state integrity. As the elements of the associative
array are arbitrarily complex objects, the concurrency model is effectively that of a Herlihy-style universal
construction. It therefore makes sense for the programming model for updates to be transactional, with
transaction domains limited to the scope of an individual principal’s state. Transactions may perform
arbitrarily complex updates on a single principal’s state as an atomic action, but may not update multiple
principals’ states in a single transaction. It is possible that future versions of the protocol may allow
principals to form “transaction groups”, consisting of multiple principals whose states may be affected by a
single transaction.

9As the discovery of a collision in a cryptographic hash is generally taken to imply that the hash function is fatally flawed,
such an occurrence would have drastic implications for information security generally that dwarf any implications for this system
in scope.

10In truth, the schema itself is represented by a multihash tag which references an object containing the schema description.
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A key benefit of limiting the scope of transactions is that it allows the sets of committers to vary for
each principal (or transaction group). If any arbitrary set of principals could be grouped into a transaction,
then the distributed consensus protocol would need to maintain a global set of committers which handle all
transactions.

Each principal nominates a host pool which represents an instance of the distributed consensus protocol
that maintains the principal’s state. Mirrors in the pool in the host are responsible for serving requests
for content, and committers are responsible for handling update requests. As the distributed consensus
protocol is executed by principals, it is possible that a principal will be a participant in its own host pool.
Alternatively, it may choose to delegate that responsibility, possibly in exchange for payment. The full scope
of economic possibilities is beyond the scope of this paper.

5.2 Schemas, Updates, and Conflict Resolution

In a traditional client-server architecture, clients submit requests to a server, which updates its own state,
thereby affecting the data it publishes as well as the outcomes of future operations. This, of course, is a
fundamentally centralized architecture, and not compatible with the decentralized design we describe here.
In general, we cannot rely on some central authority to run arbitrary computations in resporse to requests,
which includes the enforcement of access controls and schemas. Rather, we must rely on peers to behave in
specific ways.

Doing this securely is not at all trivial. If we allowed arbitrary updates to any principal’s state, the
system would be quite insecure, as anyone could overwrite anyone else’s state. On the other hand, if we
restricted updates to a principal’s state only to its owner it would be virtually impossible for principals to
interact. Such a system might work as a kind of distributed filesystem, but it could not serve as a social
infrastructure.

Our solution is to employ schemas, which represent easily-checkable restrictions on a principal’s data.
Schemas will be specified in a language whose design is beyond the scope of this document; however, we will
state the basic capabilities here:

• Specify the type and format of data, for example, “an integer”, “a sequence of public keys”, or “a
compound structure with specific named fields having specific types”

• Specify simple value constraints, or uniqueness constraints on complex data structures, for example,
“this integer must be less than 5”, “entries in this map must be unique”

• Specify that specific elements be cryptographically signed by a specific set of keys, for example, “mes-
sages in the msg/inbox directory must be cryptographically signed by the principal in the sender field
for that message”

• Specify procedures for merging data elements in the event of a conflict, which resolves the conflict if
the merge succeeds

The ASN.1 language and the XML Schema Description (XSD) are good examples of schema languages;
however, we require the ability to denote cryptographic signatures and merge procedures in addition to the
features those languages provide. It is important to note that schemas do not denote arbitrary computations
to be performed on updates; they represent efficiently-checkable constraints on updates.

Schema enforcement is carried out by the committers in the distributed consensus protocol that manages
principals’ states. Updates which result in a state that fails the schema check are rejected as invalid.
Committers which fail to reject invalid updates are regarded as Byzantine, and handled by the consensus
protocol accordingly. As long as the number of honest committers in the consensus protocol remains above
threshold, the schema rules are enforced for all updates.

Schemas play a vital role in guaranteeing security properties, as we discuss in §5.3. However, they also
play a role in making the consensus protocol more efficient. Consensus protocols tend to perform well when
there are relatively few conflicts, and their performonce degrades as the conflict rate increases. One way to
deal with a high conflict rate is to attempt to merge conflicting operations into one combined operation. One
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simple example of this with which most programmers are familiar is merging branches in a codebase. The
merge procedures included in the schema provide a way to do this automatically and non-interactively. Should
a merge procedure fail, then the conflict is resolved by the consensus protocol, which ends up committing
only one of the conflicting transactions and aborting the rest.11

5.3 Presentation-Layer Security

Networked applications have typically focused heavily on transport-layer security (TLS), which protects
data in transit between endpoints. Some extend this to protect data in storage; however, their model is still
strongly based on transport-layer security. Single sign-on protocols such as Kerberos might be considered
session-layer security, as they establish security across potentially many connections that make up a session
of interaction.

Both of these paradigms typically rely on authoritarian security mechanisms to provide deeper security
guarantees, such as access controls. Moreover, methods such as encryption-at-rest tend to compromise the
ability of the system to provide extensive security guarantees, as it restricts the ability of the system to
access stored content. Clearly, this is at odds with our goals of a decentralized system and preference for
innate security.

Our design approach is to incorporate cryptography into the functioning of the system itself, and into
the enforcement of its security guarantees: an approach which might be called “presentation-layer security”,
as it provides security at the data model layer. Security guarantees are directly provided by cryptography:
the ability to read a given data element is determined by the user’s ability to decrypt it. Using the schema
enforcement described in §5.2, a user’s ability to update a given mutable value can be directly tied to their
ability to generate a valid cryptographic signature. Such a system needs no central authority to enforce
access control rules.

This approach has the added benefit of guaranteeing data security independent of transport- or session-
level security protocols that may or may not be in play. In theory, any data can be freely distributed to
any subject; they will only be able to access it if they possess the necessary decryption keys. In practice,
allowing access in this manner would allow a form of denial-of-service attack, as an attacker could create an
arbitrary number of principals and request large amounts of data in order to consume bandwidth.

5.4 Summary

The following is a summary of the presentation layer in our infrastructure:

• Global state consists of a write-once store indexed by multihash tags, which stores arbitrary data
objects called the object store, and a random-access store indexed by principals’ public keys, which
stores a schema and an object reference.

• Schemas describe the format of an object, and can include a requirement for a valid public-key signature
for a given data element, and can restrict the set of keys allowed to produce the signature.

• Schemas can also describe how to attempt to merge writes to data objects.

• Committers in the consensus protocol are expected to enforce the schema, and can use its merge rules
to combine operations.

• The ability for schemas to require a valid public-key signature for data values combined with the
requirement that committers honor the schema allows for access controls to be enforced. The infras-
tructure exploits this as well as encryption of sensitive assets to provide security guarantees at the
presentation layer.

11Aborted transactions that are generated by a program typically result in a retry of some kind. If an aborted transaction
results from user input, the typical recourse is to fall back to some kind of interactive merge procedure to reconcile the user’s
request with the new state, as is done with irreconcilable conflicts when merging branches in a Git repository.
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6 Building Applications

This section describes the basic building blocks for applications. As we rely on the concept of presentation-
level security, it is essential that we establish reliable and usable cryptographic building blocks, which we do
in §6.1. Following that, we describe some simple application examples.

6.1 Cryptographic Constructions

Engineering secure use of cryptography is a nontrivial task. Low-level cryptographic primitives tend to have
strict rules about how they can be safely used, and failure to abide by these rules destroys their security
properties. For example, reuse of initialization vectors is a very common error. Similarly, stream ciphers
and modes, some MACs, and stateful signature schemes all have a state value that is updated with every
operation, and re-use of old states typically breaks the security guarantees.

A modern trend in cryptographic API design is to provide higher-level constructions which correspond
to common use cases, but which are much more robust against potential misuse. The NaCl cryptography
library[2] provides a good example of this trend.

Our decentralized architecture presents several challenges which could easily serve as a stumbling block
for engineers who are not familiar with cryptography, or even those that are, but are unfamiliar with the
realities of distributed systems. One of the key challenges is that in a distributed consensus-based model, it
is very easy for “one shot” cryptographic primitives to be accidentally used multiple times, as there is no
general way to prevent multiple agents from attempting to create new messages simultaneously.

6.1.1 Signed Objects

A signed object is simply an object which bears a public-key signature, along with an indication of the key
that should be used to verify it (this may consist of the actual key or a multihash tag pointing to the key).
A signed box is simply a signed object, where the object happens to be a box.

Signed objects are ubiquitous in this infrastructure. As discussed in §5.3, the presentation-layer security
paradigm inherently relies on cryptographic signatures for access control; thus, everything that is published
to a principal’s state must be a signed object. In fact, it is only possible to create unsigned objects using the
object store. These can be referred to by a principal’s state, but they will ultimately serve as a component
of a larger object which is signed. Thus, for any object we resolve through a principal’s store, it is always
possible to associate a signature to it.12

6.1.2 Boxes

A box is a simple cryptographic object consisting of a block of data encrypted with a symmetric key and
authenticated by a MAC. The key to a box contains all the information needed to decrypt and authenticate
it: the encryption key, the MAC key, and the IVs for both (if needed). Boxes are always created with
randomly-generated key material, with the box and key being created as a matched pair.

Boxes are typically used to implement access controls. Possession of or ability to derive the key material
implies that a subject is able to access the contents of the box. The following are examples of possible use
patterns:

• Secret information is stored in a box, with the key being communicated out-of-band

• A linked data structure (such as a list, tree, or graph) can be built by using multihash tags paired with
box keys as the links. The multihash tags are understood to point to boxes that are locked with the
corresponding keys

12It is worth noting, however, that a given unsigned object may be referred to in this way by multiple principal’s stores. This
is in fact by design, as it implements a kind of global deduplication. However, it also means that the signature associated with
a given data object depends on the manner in which we resolve the object.
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• A large collection of secrets (possibly including other box keys) can be locked inside a box, thereby
allowing a single secret to unlock them

• A salted password hash can be bitwise-XORed with a box key, and then this code can be safely
published along with the salt, thus allowing anyone who knows the password to derive the box key
(this is effectively using the salted password hash as a one-time-pad to encrypt the box key)

6.1.3 Tagged Boxes

The basic box construction does not allow the key for a box to be specified. This is intentional, as it prevents
re-use of keys and IVs, which would compromise the security properties of the box. However, we often want
to specify a given secret value which we use to access a box. For example, we may want a box to be accessible
with a password hash.

Tagged boxes are a construction which achieves this goal, while still preventing accidental key and IV
reuse. A tagged box consists of a regular box along with an unencrypted tag value of arbitrary length.
Tagged boxes are created by supplying a key fragment and the data to be stored in the box. The tag is
randomly generated, then concatenated with the key fragment and hashed with an unbiased hash function
to obtain the full box key. Decrypting the box follows the same procedure: concatenating the key fragment
with the tag, then hashing to obtain the box key.

6.1.4 Chains

Ongoing channel-style communications are a staple of TLS-style protocols. These typically consist of a key-
agreement protocol to establish session key material (typically a symmetric key, IV, and possibly a MAC
key), followed by a series of messages encrypted and authenticated with symmetric cryptographic methods.
These channels may be used to exchange a series of messages, in which case the messages are encrypted as
if the messages were simply concatenated.13

This will not work within our basic assumptions, however. New messages are generated by using the
cipher state at the end of the previous message to encrypt the new message; however, there is no way to
prevent multiple agents from simultaneously attempting to send the next message in the sequence, thereby
accidentally encrypting multiple messages with the same cipher state and destroying the security of the
channel. Even if the channel is restricted to a single principal that is allowed to send messages, there is still
the possibility that multiple agents acting as the principal may attempt to send a message at once.

Chains are a construction which implements a channel-like construction safely. Chains consist of links,
which are specially-formatted boxes and come in three varieties: the initial message, a normal message, and
a rekey message. A normal message consists of a tagged box containing the previous link’s box key, the
payload, and the key fragment for the next link. The initial link is a non-tagged box and does not contain
a key fragment for the previous (non-existent) link. A rekey link omits the next link’s key fragment, which
is instead communicated out-of-band to all authorized users.

In order to add a link to the chain, an agent must possess next key fragment from the current final
link. The agent then follows the normal procedure for creating a tagged box, randomly generating the key
fragment for the future next link and using the box key for the current final link. Rekey messages generate
the next link’s key fragment, but do not include it, instead communicating it thorugh other channels. This
allows security to be re-established going forward (a common use of this is when a principal is ejected from
a multi-party channel, to prevent them from being able to read future messages).

In most common uses of chains, their payload will consist of a reference to a separate signed box (either
through a multihash tag, or some indication that the signed box is concatenated to the chain link), along
with the corresponding box key. This design allows the original message to be separated from the chain link
structure and embedded into another structure while maintaining the original signature.

13In reality, there may also be padding of some kind between messages.
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6.1.5 Asset Groups

Under many circumstances, it is advantageous to group private assests and distribute the keys for them all
at once. For example, a user may want to grant access to different subsets of a set of documents to different
principals. It would be tedious and inefficient in many cases to communicate the key material for accessing
each asset one-by-one. A simple solution to this is to store the keys for various secure objects along with the
multihash tags for those objects in a single box, and to distribute the box key to anyone that should have
access to all the assets.

6.1.6 Key Agreement and Protocol Channels

Key agreement protocols with forward secrecy are necessarily a multi-step process. Both parties exchange
information, often randomly-generated ephemeral keys, which are then combined to derive a shared secret
value, which then serves as a symmetric key.

This exchange can be implemented using the reference store by allowing principals to write messages into
specified locations in each others’ state. This is rather tedious, however, and it ends up persisting a large
number of key exchange messages in the object store.

A better method is to conduct these key-agreements through a more traditional network protocol, and
to store the resulting secrets in a per-principal asset store using the object and reference stores. In a typical
use, two principals would conduct a key agreement out-of-band, followed by an exchange of keys to assets
they wish to grant each other (these may take the form of asset groups containing even more keys). This has
the added benefit of limiting the cryptography used for data protection in the object and reference stores
to symmetric-key ciphers, which prevents a potential massive breach when quantum computers become
powerful enough to attack existing public-key cryptography.

6.2 Sample Applications

The following are a set of sample applications which can be implemented using this infrastructure. The
emphasis of these descriptions is on how to solve core technical problem; user interface and experience
problem are important, but are beyond the scope of this paper.

6.2.1 Secure Cloud-like (Password) Storage

Secure global password storage is an immediate and practical application of the infrastructure we describe
here. This is accomplished rather simply using chains. A principal establishes a password store by creating
a chain as a publicly-accessible data object somewhere in the principal’s state. The box key for the initial
message serves as the master key to the password store, and is deployed to each device intended to have
access to the store.14

The chain then serves as a log-structured database, storing addition, update, and deletion operations. In
the event that the password database is compromised, a re-key message provides the means to re-establish
security. The out-of-band mechanism for communicating the new key fragment is simply to provide it directly
to the user to update their device configurations.

It is not too hard to realize that this can be extended beyond password storage to a general cloud-like
storage framework for arbitrary data. However, if this is done, it becomes unwise to store everything in a
single chain. The sensible alternative is to store a tree-like directory structure in a box, and store other
private assets in their own boxes, which are referenced from within the directory structure. Private assets
can be shared by providing the box keys to any principal with which the user wishes to share the assets.
Assets can also be grouped, as discussed in §6.1.5.

14It is recommended that the master key be encrypted locally by a password or some other mechanism.
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6.2.2 Personal Social Profiles

Social networks typically allow users to construct profiles, consisting typically of a “frontpage” describing
the user in general, along with additional features such as an activity feed, photo galleries, journal entries,
and the like. Some portion of these can be made private, or made available only to select number of other
users.

This kind of feature can be implemented in a rather straightforward fashion. To do so, a subject creates a
“personal” principal, and dedicates some portion of its state to storing a tree-like directory structure in some
standardized layout (the design of such a standard layout is beyond the scope of this paper, and wanders
decidedly into “bikeshedding” territory). Public assets are stored as plaintext objects, and are therefore ac-
cessible to everyone. Private assets are managed using the secure cloud-like storage implementation described
in §6.2.1.

6.2.3 Messaging

The infrastructure we describe here is not well-suited for implementing real-time chat messaging. Such
applications should generally make use of existing protocols such as Signal. Similarly, email functions as a
persistent, delayed messaging protocol, and we should not seek to re-invent it. What can be done, however,
is to enable good integration with both these protocols.

First, Signal is a protocol which conducts key agreement as part of its functioning. While it is currently
a communication protocol, it is not hard to imagine communicating specially-formatted messages which
provide an associated principal with keys to private objects such as boxes and chains. Second, it should be
possible to associate a Signal key with a given principal by having the Signal key and principal’s keys sign
each other. If this is done, principals would then be able to use Signal as a means of real-time communication
and exchange of key material.

Email, particularly with S/MIME or PGP can function similarly. Our infrastructure is designed with the
notion of associating public keys to identities in mind. As with one of its key inspirations, keybase.io, this
makes it an excellent key-distribution mechanism. Moreover, email as a protocol has a long history of using
attachments to send metadata, so one can easily imagine sending key materials via encrypted email.

Additionally, in both Signal as well as signed email, messages are cryptographically signed. If the public
keys are associate with a principal, then it is feasible to verify them as signed for the purposes of schema
verification and therefore, to take messages directly from Signal or email and post them in the reference
store, directly attributable to the sender. This has two potential uses. First, it can be used as a side-band
to “proxy” update requests when the main protocol is unavailable. Second, it can be used in the context of
moderation and community management, as discussed in §7.

Finally, it is worth noting that the current trend in social media of re-inventing instant messaging and
email likely grew out of the business model of centralized, monetized social media. Such services make money
by data-mining users, and by keeping them logged in to the platform. Integrating with external protocols
like signal and email, let alone providing enhancements is contrary to their interest even if it is the more
technically sound choice, as it keeps users’ data and activity separate from the platform. Our motivations
here are to empower users, not monetize them; thus, we opt for the more technically sound choice of utilizing
the existing protocols.

6.2.4 Bulletin Boards and Message Groups

Another common feature of social media platforms is the ability to host message boards and groups. This
capability has existed since the early days of the internet in the form of UseNet, and has evolved over
time. Unlike person-to-person messaging, our infrastructure here is well-suited to hosting bulletin boards
and message groups, as they tend to be as much a persistent source of information as they are a messaging
service. (In fact, one might go so far as to say that mailing lists and newsgroups suffered from a lack of
features like easy persistence and readability.)

Modern bulletin boards and groups tend to have a profile page of their own, similar to a user’s profile.
In addition to this, they have a number of discussion threads which may be public or private, and which
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may be organized into a kind of hierarchy. The profile portion of groups is implemented exactly the same
as with user profiles discussed in §6.2.2.

Discussion threads can be implemented in a straightforward fashion using chains. In this scheme, the
chain is made updatable by any principal authorized to write to it, and the keys are disseminated to any
authorized reader. Granting or revoking write permissions is accomplished by changing the schema to add or
remove principals from the list of authorized updaters. Revoking write permissions is accomplished through
the re-keying capability of chains. Publicly-readable discussion threads would be implemented as a simple
sequence of (unencrypted) message objects, and publicly-writable discussions would be implemented by
allowing any principal to append messages to the sequence.

6.2.5 Augmented Reality

The techniques we have discussed for building cloud-like storage, profiles, and multi-user message boards
can also be used to build a simple augmented reality system. In such a system, a group principal represents
a “view”, and its state takes the form of a log-structured database which holds information about various
locations. In this usage, we are essentially storing a log of the underlying consensus protocol, which we use
to manage updates to the augmented world. Schemas prove particularly useful here, as they can identify
when operations on the augmented world do not conflict, and can potentially describe how to resolve those
that do.

7 Social Abuse Prevention

Up to this point, we have considered largely technical security challenges, and done so in a highly formalized
model, addressing such challenges as identity management and attestation, distributed state management,
and access-controls through cryptography. These approaches seek to address typical threats from an infor-
mation security standpoint and maintain the integrity of the system.

However, the system’s security model and operation are not the only things that need protecting in a
social platform, particularly a highly decentralized one. Experience has shown that the users themselves are
often subject to social rather than technological attacks, and even a completely technically reliable platform
can still allow these kinds of attacks. Truth be told, protecting against such attacks is a far more difficult
problem, precisely because they cannot be quantified, studied, and defended against in the same way as
technological threats, and because they are (often) planned and carried out by thinking users as opposed to
automated agents.

A distributed infrastructure faces the additional challenge that it cannot rely on authoritarian security
measures to manage this kind of threat. Whereas a centralized platform might hire moderators and perform
filtering, a decentralized platform must go the route of empowering users.

To summarize, the problem of social bad actors can be described as an adaptive adversary that is hard to
recognize generally, though it may be easier to recognize specific bad actors or instances of bad behavior. By
virtue of the subject-principal separation, they may be able to change effective identities fairly often. The
goal is to coordinate a defense in a completely decentralized system. While this seems to be an extremely
daunting task, there is a rather effective example from which we can draw inspiration: the human immune
system.

7.1 Overview of the Immune System

The human (or more generally, vertibrate) immune system is, in fact, a completely decentralized defense
system designed to repel attacks from a wide variety of adaptive pathogens which attack host cells through
the same interaction mechanisms that they use for their normal operation. It does this through three broad
mechanisms: detection, non-specific defense, and specific defense, each of which relies upon various kinds of
specialized cells.
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The specific (or adaptive) immune system develops and utilizes specialized countermeasures which target
known pathogens specifically. It works by developing protein structures known as antibodies (or immunoglob-
ulins) which are adapted to target a very narrow spectrum of pathogen strains (often times only a single
strain). B-cells are the primary coordinators of this defense, and are responsible for developing antibodies
to counter new pathogens, as well as mantaining a history of antibodies to defend against known pathogens.

The non-specific (or general) immune system works by recognizing and attacking harmful pathogens.
Its function is enhanced by the antibodies produced by the specific immune system, as they tend to disrup
pathogen’s functions as well as clearly identify them as pathogens. General immunity mechanisms are also
activated by inflammation and other signs of distress. Lastly, the general immune system communicates
with the specific immune system, stimulating it to develop targeted countermeasures.

The detection mechanisms of the immune system work by identifying both harmful foreign pathogens and
toxins, as well as signs of stress and inflammation. Dendritic cells, which collect antigens (specific protiens
found on the surfaces of cells) and present them to other components of the immune system play a key role
in this as well as the other mechanisms.

A final component of the immune system consists not of defense mechanisms, but of preventive mecha-
nisms that prevent the introduction of pathogens to begin with.

We draw on these ideas to develop mechanisms for helping users coordinate a defense against bad social
actors.

7.2 Immunity-Inspired Social Abuse Prevention

Our infrastructure supports a number of mechanisms for detecting and preventing social abuse that are
inspired by the immune system. In this analogy, principals are roughly analogous to cells, with abusive
actors being analogous to pathogens. What makes both problems difficult is that both host cells and non-
abusive users necessarily have some interface for interaction. In cells, this consists of antigens on their
surface, whereas in our architecture this would consist of some schema-defined interface in principals’ state.
The problem with both pathogens and abusive actors is in how they interact through these mechanisms.

The first line of defense in the immune system does, however, consist of mechanisms designed to control
access to vulnerable cells, and we can design similar mechanisms for our architecture. At the extreme end,
this provides a blacklisting capability that forms the foundation of defense in our architecture. Whereas a
biological immune system must destroy pathogens, we need only block abusive actors.

The remaining defense mechanisms in a biological immune system consist of specialized cells which detect
and target pathogens in various ways. We can mimic these designs in our architecture by having specialized
principals dedicated to analyzing content and using their publication capabilities to publish information that
can be used to filter content. Individual principals can then make use of these publications by subscribing
to a collection of these specialized principals as a kind of service and use them to tune their own blacklisting
functions.

7.2.1 Prevention Mechanisms

The first line of defense in a biological immune system is to simply prevent pathogens from gaining access
to vulnerable cells. Similarly, the first line of defense in a social infrastructure is to control access to users
through mechanisms such as requiring approval for future interactions, filtering mechanisms, and the ability
to block or mute abusive actors.

This can be accomplished by modifications to the application designs put forward in §6.2 to facilitate
(presumably automated) filtering mechanisms. The basic designs generally require cryptographic signatures
for any interactions, which provides strong attribution capabilities. The schemas described in §5.2 already
provide the ability to restrict interactions to a specific set of principals, providing a whitelisting capability.

Applications which wish to allow interactions by any principal (such as a public bulletin board) can
accomplish this by separating the posting mechanism from the actual content. Posts would be submitted
either through a dedicated chain structure, or perhaps over a real-time messaging interface such as Signal.
These would then be subject to some form of analysis and moderation process. Provided that they pass
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whatever moderation, they are then passed on for publication. For a bulletin board, this would mean they
are re-posted, though this could also deliver them to an inbox or some other application-specific action.15

The subject/principal separation and the general inability to positively identify subjects presents a chal-
lenge for employing such mechanisms. Abusers, for example, have been known to create large numbers of
accounts on existing social platforms to evade bans and blocks. Our architerture already provides some
mechanisms to address this. Relatively simple filters can utilize information that is immediately obtainable
from a principal. The web of trust of signatures is one such mechanism; the ability to associate principals
with other services is another. Such a filter would be effective at providing a level of assurance that a given
principal represents a “real person”, and could be implemented rather directly. Filters based on previous
activity are another possibility; however, this is harder to implement as it involves scanning a potentially
very large set of data. To facilitate these sorts of filters, we propose to delegate the role to specialized
principals who mimic the functions of various immunity cells in the biological immune system.

7.2.2 Detection Mechanisms

Detection of pathogens and other harmful agents is a key function of a biological immune system. This
is accomplished by various immunity cells which recognize antigens corresponding to pathogens, which in
turn trigger various immune responses. Dendritic cells are a class of immunity cell which specializes in this
function by gathering up foreign antigens and presenting them to other immunity cells.

The presentation-layer security design provides two very powerful tools for facilitating a similar model
for detection, both of which are tied to the fact that security guarantees are enforced through cryptogra-
phy. First, since write permissions are enforced by requiring valid cryptographic signatures, any message
originating from a principal can be non-refutably attributed to that principal. Moreover, the cryptographic
constructions described in §6.1 are specifically designed to allow such messages to be separated from inter-
action protocols and embedded into other messages as content.

Second, since encrypted boxes tend to serve as a means of enforcing read permissions, any person with
read access to some object can potentially disclose the object’s contents to another principal. That principal
can then verify that the box contents are in fact what the discloser claims. Since encrypt-then-sign schemes
are provably secure,16 anyone can verify the signature on such a message without access to its contents. This
allows any principal with access to a message to disclose it to a third party, who can then perform some
computation on it, store the results of that computation, then delete the key while retaining the message.
Thus, third-parties can perform analysis on messages that are disclosed to them and store the results without
having to retain the message contents or access keys.

These abilities set the stage for the remaining mechanisms. They also provide strong grounds for recourse
through external mechanisms such as human moderators, the legal system, or other mechanisms.

Additionally, dedicated service principals which serve as a detection mechanism can potentially scan
for public postings and develop profiles on various principals- a practice generally known as OSINT (open-
source intelligence) in the information security world. This can potentially be combined with information
from privately-disclosed messages to provide reports on specific principals. Such a service can then be used
to augment decisions about whether to grant a specific principal access to a service. These service principals
act in a manner very similar to dendritic cells in the immune system, gathering up information from various
sources and presenting it to others for use.

7.2.3 Non-Specific Defense Mechanisms

The active immune system consists of specific and non-specific subsystems designed to target different kinds
of threats. The non-specific, or general immune system works by recognizing and targeting harmful pathogens
and agents. A key challenge in the non-specific immune system is successfully identifying and responding
to actual pathogens without also accidentally targeting host cells and harmless agents, which results in

15This sort of scheme is hardly new. Email spam filtering systems such as amavisd have utilized such a design for decades.
Filtering-based intrusion detection systems in networks also employ such a design.

16In fact, they are the recommended scheme.
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auto-immune diseases and allegries. T-cells play a key role in the non-specific immune system in humans,
activating and mediating immunity mechanisms in response to various conditions.

Automated non-specific defenses in a social infrastructure take the form of analysis techniques ranging
from simple text-based techniques to sophisticated mechanisms such as sentiment analysis, image analysis,
and other techniques. These are often most effective when combined into a suite of various “detectors”,
which combine to produce a score. Such an architecture is used by the SpamAssassin email-filtering tool, as
well as other similar frameworks, and has proven highly-effective at detecting spam without misidentifying
legitimate email.

In a typical centralized social platform, these types of mechanisms can be run behind the scenes on
any messages or content. This is inappropriate for our decentralized architecture, however. First, it is
opaque to the user and beyond their control. Second, it assumes centralization, whereas our architecture is
decentralized.

An alternative to a centralized approach is to have specialized principals which correpsond to services
that generate filters which can be fetched by other principals and used to perform their own filtering. These
principals would publish and periodically update data used to configure detection mechanisms. This could
range from a set of detection filters (such as the body of scripts published by the open-source SpamAssassin
project) to initialization data for a sophisticated sentiment analysis engine.17 Such services could also be
configured to serve as a kind of “clearing house”, which takes forwarded messages via some interface and
replies with analysis results. This architecture resembles the centralized designs that dominate the modern
world, but it could serve as a stepping-stone toward a more decentralized architecture.

These services can serve as sources of information for a variety of mechanisms. Individuals, for example,
can use their published detection mechanisms as a filter to interactions, or to decide whether to grant
privileges to a given principal. The OSINT-like services described in §7.2.2 can use them in their analysis
as well. Thus, these services act in a manner similar to T-cells by analyzing activity and then activating or
mediating other defenses.

7.2.4 Specific Defense Mechanisms

The specific immune system develops countermeasures against specific strains of pathogens and retains
them, building up a “memory” over time which prevents subsequent infections by the same pathogens. A
similar defense mechanism can prove useful for a social infrastructure, as abusers often follow predictable
patterns, and abusive groups tend to use specific language, symbolism, and methods that can be used to
positively identify them. B-cells play a central role in the specific immune system by developing and retaining
antibodies, which target specific pathogens.

It must be acknowledged, however, that technologies based on targeting specific individuals and groups
have serious ethical implications that should not be taken lightly.

In a social platform, we might develop specific detection mechanisms designed to target specific patterns
known to correspond to past abusers or abusive groups. Machine learning-based text analysis in particular
has developed to the point of being highly effective for this role. Such detectors play a role simlar in function
to antibodies in the immune system, in that they should ideally target a specific known threat with very
high probability and should have a very low false-positive rate. Such detectors are typically developed from
a set of training data consisting of positive and negative examples, and can be refined over time by adding
more examples.

As with the service principals suggested in §7.2.3, the configuration data for these specific detectors can
be developed, warehoused, and published by specialized service principals dedicated to the task. As with
the generalized detectors, other principals can then make use of these services as providers. In this capacity,
such services act similarly to B-cells in the immune system, developing and warehousing targeted defenses.

17This scheme also has the potential for commercialization (and with a fairly good incentive structure to boot), as a service
could be set up which continually develops and publishes configuration data for a general abuse detection framework.
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8 Ethical and Social Implications

Having discussed the various components of the overall architecture, we close with deliberation upon the
deeper ethical implications. In particular, it would be negligent to advocate the sort of defensive capabilities
we discussed in §7.2- particularly those based around identifying specific individuals and groups -without
also considering the ethical and social implications. Such concerns are of course deserving of an ongoing
discussion; our presentation here is intended only to serve as an introduction.

First, the use of cryptographic signatures as a staple of communication protocols and the central role of
attribution and attestation in this architecture gives rise to a sort of public record of interactions. Moreover,
§7.2 discusses several methods whereby agents can utilize this to build profiles, with §7.2.4 specifically
describing the means to build profiles to recognize individuals or groups. This raises the first significant
ethical question.

Our position is that the architecture we describe in this paper is no worse- and marginally better -than
the state of affairs now, where centralized entities have exclusive access to this sort of data about all users,
and users have no ability to conceal anything from these entities. Our architecture, by contrast, provides
users with the ability to set up private communities which cannot be subject to this sort of analysis and
surveillance by the general public (but which could itself be subject to a more confidential moderation
system).

The strong attribution capabilities arising from public-key signatures and linking of multiple accounts
potentially give third parties a greater OSINT capabilities than they possess now. While this is true in
that it increases the precision of OSINT capabilities, there is more to the picture. For starters, centrally-
controled social platforms provide their own form of strong attributions, and existing OSINT tools already
attempt to infer connections between disparate accounts. Moreover, the pervasiveness of strong crypto in
our architectures supports strong confidentiality, granting users greater control over which communications
and content are visibile to the public (or to other entities in general). Thus, the combined use of strong
crypto and attribution means that users are, on one hand, more able to control the visibility of their content
to third parties, and on the other, far less likely to be misidentified as the author of someone else’s content.

Another question arises from the ability of a user to disclose any communication to which they possess
the decryption keys. This presents the problem of a user being able to betray the confidence of other users
by disclosing their communications or content to an unwanted third party. There are, of course, many cases
where doing so would arguably be ethical (such as disclosing abuse, evidence of criminal acts, as well as more
murky cases). More importantly, the ability to disclose secrets against the will of another seems to arise
from very fundamental properties of classical information, particularly in the context of computing. There
is physically no way to prevent an entity from sharing information which they are able to percieve, and in
classical computing, copying data is an inherent part of receiving, storing, and presenting it.

A related question arises in regard to the fact that public-key signatures provide a means to positively
identify the authors of communications which were disclosed in a breach of confidence. While this is true,
it is our position that any harm done by this is offset by the fact that this capability effectively makes
it impossible to falsify such disclosures. If a secret is disclosed which bears a signature, then its veracity
is established. Given that signatures are an innate part of the presentation-layer protocols, any genuine
communication will bear one. Someone wanting to falsify such a disclosure would have to omit the public-
key signature, which would be extremely suspicious. We do, of course, acknowledge that identities can be
and are stolen, and will address this shortly.

There is the question as to whether the capability to create confidential communities may lead to the
organization of genuinely destructive and criminal communities. We do not believe arguments for this case
to be strong, however. First and foremost, it is impossible to make this type of case without making a case
against strong encryption generally- a position we clearly do not support. Second, this capability already
exists, and has existed to some degree throughout human history. Third, even if we were to eliminate or
restrict privacy and secrecy generally, doing so is quite likely to harm benign or beneficial people and causes
far more than genuinely harmful ones, as the former are more prolific. In short, this question is tantamount
to a larger ethical debate on privacy, anonymity, and social good: one on which we take a strong stance in
favor of privacy and anonymity.
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A related issue is the possibility for platforms such as this to exacerbate the already worrisome trend of
echo-chambers through the ability to create closed communities. This is again a fundamental tradeoff that
arises from any privacy-providing technology. Moreover, such echo-chambers seemingly persist even in open
communities, on platforms that do not have the sort of security properties we propose here. The moderation
capabilities we have proposed do create the potential for echo-chamber creation above and beyond what
already exists in the world. However, this speaks to a fundamental tradeoff: anything that can be used to
impede or prevent abusive behavior can potentially be used to block out any differing opinion, while barring
the creation of echo chambers would also deny users the ability to protect themselves from such treatment.
We take the position that users should have the the ability to determine their own experience to the greatest
extent possible.

Finally, there is the question of stolen identities. Theft of an identity in an infrastructure such as the one
we are describing can be incredibly damaging, as there is a non-refutable record of a principal’s actions. This
is a hard problem because there is no possible complete solution; no matter what mechanisms we design,
however elaborate or sophisticated they may be, there will always be a scenario where an attacker steals an
identity. This is the case in any system, of course, including those that exist today. The best we can do is
provide options for building secure systems and providing recourse for stolen identities. To that extent, we
have recommended the use of secret-sharing schemes as a means of implementing multi-factor authentication,
the use of revocation certificates to cancel compromised keys, the use of verifiable attestations as a recourse
in the event of a compromised principal, and bitemporal key management to provide complete information
for forensic analysis of complex identity-theft situations. We do not consider these recommendations to be
the final word in managing the risk of identity theft; rather, we consider this to be an ongoing obligation for
developers of this infrastructure as well as applications that use it.

We close this consideration by reiterating that the consideration of these and other ethical issues should
not be considered complete, but rather only begun.
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